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Modern Data Platform Reference Architecture
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Big Data and 
Analytics with 

Azure Data Lake
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It is a central storage repository that holds data coming from many sources in a raw, granular format. It can store 

structured, semi-structured, or unstructured data, which means data ingested quickly and can be kept in a 

more flexible format for future use cases.

What is a Data Lake?
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Azure Analysis Services
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Azure Databricks
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Azure Databricks

Optimized Databricks Runtime Engine

DATABRICKS I/O SERVERLESS

Collaborative Workspace

Cloud storage

Data warehouses

Hadoop storage

IoT / streaming data

Rest APIs

Machine learning models

BI tools

Data exports

Data warehouses

Azure Databricks

Enhance Productivity

Deploy Production Jobs & Workflows 

APACHE SPARK

MULTI-STAGE PIPELINES

DATA ENGINEER

JOB SCHEDULER NOTIFICATION & LOGS

DATA SCIENTIST BUSINESS ANALYST

Build on secure & trusted cloud Scale without limits



Azure Synapse Analytics



Azure Synapse Analytics
Limitless analytics service with unmatched time to insight

Limitless scale  |  Powerful insights  |  Unified experience  |  Instant clarity  |  Unmatched security 

Azure Synapse Analytics
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Azure Data Lake Storage + Common Data Model



Integrated data platform for BI, AI and continuous intelligence

Platform

Azure

Data Lake Storage

Common Data Model

Enterprise Security

Optimized for Analytics

METASTORE

SECURITY

MANAGEMENT

MONITORING

DATA INTEGRATION

Analytics Runtimes

PROVISIONED ON-DEMAND

Form Factors

SQL

Languages

Python .NET Java Scala R

Experience Azure Synapse Analytics Studio

Artificial Intelligence / Machine Learning / Internet of Things

Intelligent Apps / Business Intelligence

Azure Synapse Analytics



Command and Control
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Pipelines

Overview

• Provide ability to load data from storage 

account to desired linked service. 

• Load data by manual execution of 

pipeline or by orchestration.

Benefits

• Supports common loading patterns.

• Fully parallel loading into data lake or 

SQL tables. 

• Graphical development experience.



Develop Hub - Data Flows

Data flows are a visual way of specifying how to transform data.

Provides a code-free experience.



Datasets

Orchestration datasets describe data that is persisted. 

Once a dataset is defined, it can be used in pipelines and sources of data or as sinks of data.



Apache Spark 2.4 derivation

Tightly coupled to other Azure Synapse services

Azure Synapse Apache Spark - Summary

Core scenarios

Efficient resource utilization

Multi Language Support



The Notebook Paradigm – one UI for data science
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Synapse Analytics and the Machine Learning Process

Azure Synapse Analytics

Spark Notebook

Azure Machine Learning

Notebook

Azure Synapse SQL

SQL Script

SQL Script Azure Databricks
(Spark-based Machine Learning)

Notebook

Azure Kubernetes Service

Web service



Azure Machine Learning

Notebook

Storage

Azure Synapse SQL

SQL Script

Azure Synapse SQL

SQL Script

Making predictions with T-SQL



On-Premises 

VNet

Connecting to Synapse from On-Premises

Managed private endpoint to 

serverless SQL

Managed PE to SQL Pool

VPN Gateway Private 

endpoint

Private 

endpoint

Private 

endpoint

Subnet

site-to-site

point-to-site

Dedicated SQL tenant

*.sql.azuresynapse.net

Serverless SQL tenant

*-ondemand.sql.azuresynapse.net

Dev tenant

*.dev.sql.azuresynapse.net



Self-hosted Integration Runtime in Synapse 

Workspace

Other data sources 

that support Private Link

(e.g. Cosmos DB, Azure Storage etc.) 

Private endpoint to 

SQL on-demand

Private endpoint to 

SQL Pool

Spark ClustersPrivate endpoint

Workspace 

SQL on-demand 

endpoint

Workspace 

SQL Pool 

endpoint

Internet

Azure Data Factory

*.frontend.clouddatahub.net

Azure Storage

*.core.windows.net

Azure ServiceBus

*.servicebus.windows.net

Azure 

Integration Runtime

Self-Hosted 

Integration Runtime

download.microsoft.com

Optional, required when using 

the staged copy feature

Optional, required when the 

Self-hosted integration runtime 

has auto-update enabled



Monitor Hub

Overview

This feature provides single pane of glass to monitor 

orchestration, activities for Apache Spark Application and 

SQL requests. 

Benefits

Offers additional filters to monitor specific activities or 

orchestration



Monitor Hub – SQL requests

Overview

Monitor SQL requests for the progress and status 
of activities

Benefits

Apply filter for pool to get SQL requests per 
compute pool

Validate query text 

Additional available filters include

1. Start time

2. End time

3. Request ID

4. Session ID

5. Submitter

6. Workload group



Workload Management

Overview

Pillars of Workload 

Management
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Workload classification
Overview

Map queries to allocations of resources via pre-determined 

rules.

Use with workload importance to effectively share resources 

across different workload types.

If a query request is not matched to a classifier, it is assigned to 

the default workload group.

Benefits

Map queries to both Resource Management and Workload 

Isolation concepts.

Monitoring DMVs

sys.workload_management_workload_classifiers

sys.workload_management_workload_classifier_details

Query DMVs to view details about all active workload classifiers.

CREATE WORKLOAD CLASSIFIER classifier_name
WITH
(

WORKLOAD_GROUP = 'name’
,   MEMBERNAME = ‘security_account'

[ [ , ] IMPORTANCE = {LOW|BELOW_NORMAL|NORMAL|ABOVE_NORMAL|HIGH} ] )
[ [ , ] WLM_LABEL      = 'label' ]
[ [ , ] WLM_CONTEXT    = 'name' ]
[ [ , ] START_TIME     = 'start_time' ]
[ [ , ] END_TIME       = 'end_time' ]

)[ ; ]

WORKLOAD_GROUP: maps to an existing resource class
IMPORTANCE: specifies relative importance of

request
MEMBERNAME: database user, role, AAD login or AAD

group



Workload importance
Overview

Queries past the concurrency limit enter a FiFo queue

By default, queries are released from the queue on a 

first-in, first-out basis as resources become available

Workload importance allows higher priority queries to 

receive resources immediately regardless of queue 

Example Video

State analysts have normal importance.

National analyst is assigned high importance.

State analyst queries execute in order of arrival

When the national analyst’s query arrives, it jumps to 

the top of the queue

CREATE WORKLOAD CLASSIFIER National_Analyst
WITH  
(

WORKLOAD_GROUP = ‘analyst’
,IMPORTANCE = HIGH   
,MEMBERNAME = ‘National_Analyst_Login’)

Azure Synapse 

Analytics



Azure Stream Analytics
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Event-processing engine that allows you to examine high volumes of data streaming from devices

Stream Analytics



Power BI



Power BI

Power BI is a suite of 
business analytics 
tools to analyze data 
and share insights, 
with tools for business 
users to gain access to 
their most important 
metrics in a single 
location across all 
devices and platforms.


